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Story Sprout: A Picture-Book Studio Where Children
Direct the AI and Keep the Pen

Alice Y. Zhang Xinyue Wang Chenhui Liu
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Abstract

Story Sprout is a browser-based picture-book studio for children ages 7-9, built
around an explicit allocation of agency to the child users, which is enforced in the
system. The children originate every sentence of the story and every illustrated
scene detail they specify. The children request each illustration and decide alone
what will be in the book. The model’s creative-production role is confined to draw-
ing the illustration and redrawing it based on the child’s requests for changes. The
system design began in a community-center program, where facilitators watched
children’s descriptions grow more specific as LLM-generated pictures never quite
matched the child’s imagined scene. The studio makes that mismatch the center
of the activity: the children describe, compare with the scene they imagined, then
accept or revise by saying more, more precisely. The system asks the child whether
the picture matches what they imagined. It never makes that judgment for the child.
The finished work and its revision record live in a local file held by the supervising
adult: no child accounts, no readable server-side project copy, an encrypted class
relay the platform cannot read. The goal of the activity is to allow children to learn
through making real things for a real audience, following Papert’s constructionist
tradition. In what follows, we present the agency framework, the deployed system,
its layered safety mechanism, the aspects of the agency allocation that could be
contested, how our system compares to what is currently available, and how our
workshops enabled us to engage in iterative child-centered design.

1 Introduction

Consumer generative-Al tools tend to collapse creative work into a transaction: you request, it
creates. Research on collaborative learning suggests that cognitive growth can arise from interaction
processes such as explaining, negotiating, and refining ideas, rather than from simply receiving an
output [Dillenbourg et al., 1996; Dillenbourg, 1999]. A recent review finds that agency in child-
Al interaction is rarely defined explicitly [Voysey et al., 2026]. When the maker is a child, that
arrangement is worth questioning: a nine-year-old who can summon a polished illustration in four
seconds has been handed enormous production capacity. Papert placed learning in the gap between
what a maker intended and what they got [Papert, 1980]. Yet near-instant results leave little room for
debugging. Our goal was not to make the generation better, but to help children’s creativity grow
through interaction with the generative Al. That raises the question this paper addresses: which parts
of making a picture book should the model take on, and which should remain with the child?

Story Sprout! answers this question with an explicit allocation of agency, set by the system’s
constructionist goals (§2) and enforced in code. The model is an illustrator under contract: asked to
render from the child’s description, never to originate the story, decide what should be illustrated, or
judge the result. Describing is the child’s job, and so is judging whether the picture is good. Story

ICode: https://github.com/kmicodebase/kmi_story_sprout_studio. The studio runs at https://kmicodebase.github.io/kmi_
story_sprout_studio/workshop-plugin.html.
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Sprout was built for, and piloted in, an after-school program at a community center: cohorts of thirty
to forty children aged 7-13 (target band 7-9, §5), borrowed devices, no child accounts.

Contributions. (1) An explicit agency allocation for child-facing creative-Al systems. Table 1
formalizes the allocation and serves as an audit template for other child—Al creative systems. (2)
Story Sprout, a deployed studio that implements the allocation through a book editor, Pip the
illustrator, layered safeguards, a local file, and a paired record of the child’s words and the composed

prompt (§3).

Related work. Wordcraft lets adult writers work with a model to continue, fill in, or rewrite their
text [Yuan et al., 2022]. Mathemyths takes turns telling the story with a child [C. Zhang et al.,
2024]. StoryDrawer turns a child’s spoken story into drawings and can suggest related sketches
[C. Zhang et al., 2022]. StoryBuddy distributes interactive story reading and question-answering
across parent, child, and Al [Z. Zhang et al., 2022]. Narratron augments hand-shadow puppetry with
Al-generated storytelling and co-performance [Zhao & Bao, 2023]. Colin asks children to contribute
to an Al-expanded story through speech and drawing, with facilitator oversight [Ye et al., 2025].
The closest system to the current work is StoryPrompt: children write the story while the Al offers
keywords and illustrations [Fan et al., 2025]. Story Sprout builds on prior work but differs in keeping
story authorship and scene-content decisions with the child, by limiting the model to rendering those
decisions (§2).

2 Design rationale and the allocation of agency

Constructionism proposes that children learn through making personally meaningful artifacts that
can be shared with others [Papert, 1980; Papert & Harel, 1991]. The curriculum and, later, the
studio apply this principle through picture-book creation, in which children make decisions about a
complete artifact intended for a real audience. Papert also emphasized debugging as part of learning:
an unexpected result can provide information about what needs to be reconsidered or revised rather
than marking failure [Papert, 1980]. Story Sprout treats a mismatch between the intended scene
and the generated picture as a form of debugging. The mismatch may come from an omitted or
ambiguous description, or from the model itself, but the child’s available means of responding is
to clarify, restate, or revise the description. Delegating the rendering serves the same goal: rapid
visual production makes the consequences of language inspectable in tens of seconds, and gives a
seven-year-old an introduction to how generative Al functions. Together, these ideas provide the
learning-science basis for Story Sprout’s design.

In summer 2025, we ran the curriculum as an eight-session program: forty children collaborated on
original stories by hand, described each scene to public image-generation sites, repeatedly revised
their descriptions and requested new renderings, and chose which pictures would be printed in their
books. The result was five complete picture books. The finished books were physical artifacts that
children could read aloud and share with classmates and family members. The sessions yielded an
important observation: children’s scene descriptions became more specific, not through teaching
them how to prompt, but because the picture differed from the scene in the child’s head; whether
a detail had gone unsaid or the model was simply wrong, this led the child to say more, and more
precisely. Story Sprout Studio builds that pattern into the core loop (§3.1).

The studio formalizes the curriculum arrangement as an explicit allocation of agency, addressing the
gap identified in §1. Story Sprout separates two elements that discussions of agency often conflate:
decision authority and causal influence. In Story Sprout, authority over story text, requested scene
content, and image judgment and acceptance belongs to the child; image rendering is delegated to the
model; the supervising adult controls the project file; and the platform and provider retain authority to
block prohibited content. These allocations describe decision authority, not every source of influence
on the resulting work. Causal influence is broader: the renderer’s priors shape the pictures, the adult
facilitator frames the task, and a previously accepted picture can shape what a child writes next.

In practice, the allocation is enforced through four commitments, implemented in the code. 1. Every
word in the book is the child’s: the model neither generates, completes, nor improves story text,
not even for a stuck writer or a missing title (§3.2). 2. Rendering is the model’s role: the studio
offers no drawing tools; to get a picture, the child says what it should be (§3.2). 3. Judgment is the
child’s prerogative: after every generation, the system asks one plain question, "Is this the picture
you imagined?" It does not evaluate the child’s answer (§3.1). 4. The book is a single local file; it is
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Table 1: The agency allocation.

Creative Allocated Other causal influences Constraint
function or authority or
decision role
Story text Child An accepted picture can shape No automated software
what the child writes next (§6) pathway can write or edit
story text
Requested scene Child The scribe’s composition can ~ The child’s words and the
content deviate from the child’s input ~ composed prompt are logged
(§4.1) as separate strings (§3.3, §4)
Image rendering Model, the sole The platform’s content line, the Preview before the page;
delegated renderer’s built-in guidelines  every attempt kept side by
creative- (separate from our design), side (§3.2)

production role visual continuity from previous
images, and the model’s own
priors (§3.3, §6)

Judgment, Child When used in a group, peers Explicit accept step before a
acceptance of and a facilitator may help shape picture enters the book;
image the illustrated story and its removal only on request
intended audience (§5)
Data custody Supervising Requests transit the provider A local project file;
adult under its API terms (§3.3) client-side encryption on the

relay; no child accounts

shared only if the adult chooses (§3.3). Table 1 places these commitments alongside the other causal
influences and the constraints that support each allocation.

Table 1 can be read as a template: for each creative decision, it identifies who holds authority, what
other actors influence the outcome, and what mechanism supports the claim. These mechanisms
provide different levels of assurance. Some are structural. For the story text, no code path allows Al
to write or edit it. Others depend on instructions to a probabilistic model. Pip is instructed to preserve
the child’s wording when a request for an image is received (example in §3.2), and it is turned into a
prompt for the image generator but the generator may not always understand the child’s intention,
allowing the child to examine the resulting image, and then re-describe to Pip what is being requested.
The source of a mismatch between the child’s imagined scene and the rendered image matters because
it determines whether the child should clarify the description, request another rendering, or recognize
a limitation of the model. A generative renderer brings habits and random variation of its own, so not
every mismatch traces to the child’s words. Two characteristics of generative image models are likely
to persist even as their rendering capabilities improve: 1) the renderer will fill in whatever the image
needs that the child’s description leaves out; 2) the renderer will base its interpretation of the child’s
description on its own priors.

Story Sprout’s layered safety and local, account-free data design were motivated by two observations
of existing commercial systems: public image-generation sites were designed for adults and lacked
child-specific safeguards, while online storage of children’s work raised consent and governance
concerns (§3.3).

3 The system

The platform is made up of several static HTML pages and a small proxy server. Everything the
system retains about a child’s project lives in a file the supervising adult controls. Requests go to the
model provider (OpenAl in this case) for generation, and the Story Sprout platform does not keep
any readable copy of that data.
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StorySprout
Coak | % My Stor
* Studio il

88 Image Bank RN 5%

Image Bank

No problem — tell me one thing to change and I'l draw

The water bottle cap is yellow.

Okay — I'll make the water bottle cap yellow!

it again.

I this the picture you imagined? If you like it, tap "Add
to book” and I'l pop it into your story. If not, just tell me
what to change.

No problem — tell me one thing to change and I'l draw
it again.

i a ;
Drag a picture onto your

Figure 1: Deployed Story Sprout Studio interface. Left: Pip in action. Right: Image Bank.

3.1 The studio

The front end is a canvas-based book editor (pages, text boxes, shapes, layout controls, undo/redo,
per-page PNG export) that stores projects locally (§3.3). For each illustration, the child describes the
scene to be illustrated to Pip, the child’s virtual helper; once Pip receives enough detail about the
image the child wants, Pip requests an image under its scribe contract (§3.2). The resulting image
appears in a preview for the compare step. When the picture is not what the child wants, the child can
tell Pip what is missing or what should be added, and the new attempt appears beside the old in the
Image Bank (Figure 1) for easy comparison of the two. Generated images remain in the preview and
Image Bank until the child selects the "Add to book" button.

For each image generation request, the platform only adds the one-line safety constraint (example in
§3.2). A child can ask for watercolor or a comic book style, among others, and the theme persists
throughout the rest of the book (§3.2). If the child does not name a style, the platform leaves that
choice to the image model, which draws from the child’s description and its priors.

Before working unaided, the child is walked through the process. A picture can be described by text
or by voice: an on-device speech-to-text program transcribes the child’s words. The transcript is
shown to the child for review and then can be sent just like a regular text input.

3.2 Pip: a deliberately imperfect helper

Pip acts like a helper the child can interact with: the child’s description arrives through a conversation,
a few details at a time. Pip is just a scribe: carry the child’s details in the child’s own words, typos and
grammar errors included; add nothing the child did not say. Having a helper who can communicate
makes it easy for the child to interact and disagree. The framing descends from virtual literacy
peers, notably Sam, a virtual peer that alternated storytelling turns with children and whom children
spontaneously addressed and coached [Ryokai, Vaucelle & Cassell, 2003]. The role here is less equal:
Sam shares narration, while Pip just draws what it is told. Pip calls a chat model (gpt-5.4-mini) and
an image model (gpt-image-2) through the proxy (§3.3).

Draw by default; ask at most one question: if the child’s initial message gives Pip enough detail,
Pip generates the image immediately. If the request is too vague, such as "Draw a cat", Pip asks one
clarifying question, such as "Fun! What color is the cat, or where is it?"

Complete-scene prompts; the picture carries the look: each picture is created and updated with all
past instructions, to keep the characters and style consistent between images. The composed prompt
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is created by stitching together every message the child has sent so far into one description, so the
image generator processes it as one request. The platform appends the same one-line constraint to
every drawing request. An example, with the content safeguard in italics:

Child: a sleepy koala libarian stamping tiny books at a desk

.... [Pip generates a picture]...

Child: add a lamp with a green shade on the desk

Drawing request sent to model after the second turn: a sleepy koala libarian stamping tiny books at a desk,
add a lamp with a green shade on the desk This is an illustration for a children’s storybook. Do not add
anything frightening, violent, gory, or adult that the description did not explicitly ask for — match the
intensity of the description and never exceed it. Absolutely no nudity or sexual content; no blood, wounds,
gore, injury or death; no real firearms or military hardware; nothing hateful or cruel. Keep it at the level of
a classic children’s storybook for seven-to-nine-year-olds: mild adventure is fine; storybook props such as
a sword, shield or bow may be worn or carried but never aimed at, striking, or hurting anyone; no realistic
or horrifying creatures; nobody hurt or afraid.

3.3 The proxy, safety, and custody

A small proxy holds the API key, relays the requests, and rate-limits requests from each client.
Personal information is automatically removed and blocked before anything gets sent. Character
names are retained because they are needed for story coherency. The server does not retain prompts
or images; it only relays them. Safety is layered, and different layers catch different failures. Pip’s
contract tells it to refuse prohibited requests involving nudity, gore, or real firearms and to offer a
safer alternative. For example, when asked for "a kid holding a real pistol," Pip responds, "Hmm, no
weapons in my pictures — how about the kid holding a balloon or a lantern instead?" As a backstop,
a word filter on the drawing request path catches firearm and explosive terms. Every drawing request
also carries a one-line content safeguard, shown in place (§3.2). Section 4.2 evaluates whether the
content safeguards block prohibited material without suppressing ordinary story content for children
ages 7-9.

The project is saved as a versioned JSON file. It contains the story, the pages, the prompts, the images,
and the record of every change. During a session the project autosaves on the child’s device. The
adult picks the save location, and the browser keeps a fallback copy. In class mode the encrypted file
passes through a relay to the supervising adult’s device. The supervising adult can erase it afterward.
There are no child accounts and no server copy the platform can read.

Prompts pass through the proxy to the model provider, and images come back under its API terms.
Rate limiting uses the client’s IP address. The proxy keeps no lasting IP log.

4 System evaluations

This section evaluates two parts of Story Sprout’s image request pipeline: description fidelity in
the composed prompt and the content safeguard. Both use scripted inputs and the deployed models
without involving children. Full methods, scripts, data, and item-level results are available in the
GitHub repository (§1).

4.1 Description fidelity in the composed prompt

Pip is instructed to carry the child’s wording and details into the composed image prompt without
correcting, adding, or omitting content. We tested this behavior with scripted conversations written
by the researchers, using the same models and APIs as the deployed studio. Each sequence included
four image requests, planted misspellings, and specific scene details. A 200-turn development suite
was used to refine the contract and select the chat model. The first model corrected the planted
misspellings, so it was replaced with gpt-5.4-mini. We then froze the contract, recorded its hash, and
tested it on 60 new sequences that had not appeared during development. Three runs produced 906
exchanges and 720 composed prompts. Every planted misspelling was preserved, and no prompt
added content that had not been supplied. Of the 720 prompts, 713 preserved all supplied content, or
99.0%. The remaining seven omitted at least one detail. All seven failures came from one four-turn
sequence in which a revision from "big" to "small and cozy" sometimes also removed details such as
"oak," "rope," and "swing." Pip followed the interaction rules in every exchange.
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4.2 The content safeguard

Setting the content safeguard requires balancing three concerns. Children need room to author stories
that engage fear, conflict, sadness, and the forces of good and evil [Sutton-Smith, 1981]. Frightening
media encountered in childhood can also produce lasting reactions, with triggers and coping varying
by developmental stage [Harrison & Cantor, 1999]. At the same time, a system designed for children
has a responsibility to exclude clearly age-inappropriate material. We therefore implemented an
evaluator for the deployed image route, including the platform’s word filter and appended content
safeguard (§3.2), with 80 scripted descriptions: 40 to keep, 25 to block, and 15 boundary cases. Each
ran three times with the safeguard and three times with only the provider’s moderation [OpenAl,
2026]. The requested element was preserved in 110 of 120 keep set trials (91.7%); nine were blocked
by the word filter, all from three mild descriptions containing "blood," "bloody," or "bleeding," while
one was refused by the provider. In the block set, 59 of 75 trials ended without the prohibited element
(78.7%), while 16 trials from six descriptions still depicted it. In the boundary set, 36 of 45 trials
produced images; all nine refusals came from three firearm-word descriptions blocked by the word
filter. The word filter and provider moderation caught different failures, but neither was sufficient.
The trade-off between safety and preserving the creative and educational value of the activity warrants
further study.

5 Deployment and practice

The curriculum was initially inspired by the Cross-Media Projects at Harvard’s X-Media Lab, which
use stories presented across multiple media to support interdisciplinary K—12 learning [X-Media
Lab, n.d.]. Two eight-session summer programs ran in 2025 and 2026, 75 minutes per session. A
ten-session after-school program ran in spring 2026, 30 minutes per session. The authors built the
platform across the 2025-26 school year. It entered pilot use in spring 2026 and was used in the 2026
summer program. The curriculum has reached over 100 children. Roughly 50 have used the deployed
platform. No child data was collected for this research. The observations here are practice notes, not
measurements.

Two curriculum decisions emerged from those sessions and correspondence with colleagues in the
field of child—computer interaction. The youngest children tended to accept the first illustration as-is.
Older children revised on their own. That observation set a provisional target of ages 7-9, rather than
the full elementary school range. The second decision changed the session framing. Children have
always read their finished books to peers. The read-aloud is now announced at the start as the point of
the task, making the picture book a public artifact. Rosebud, a storytelling system designed for ages
7-9, elicited a great deal of highly personal writing, but children showed little interest in rewriting
because the system gave them no intrinsic reason to revisit their text [Glos & Cassell, 1997; Cassell,
2004]. Story Sprout adds two reasons to continue: a mismatched picture invites further specification,
and an announced class read-aloud gives children a reason to finish the book.

6 Limitations, future work, and ethics

One limitation may persist as image models improve. Even a precise description may not produce the
image a child intends. A child who continues revising may eventually accept or adapt to the model’s
interpretation, even when it does not match the scene originally imagined. Story Sprout responds by
retaining every image attempt in the Image Bank.

A planned study, following ethics review and appropriate consent procedures, will test and evaluate
the system’s ability to achieve the goals outlined above. To that end, a companion manuscript in
preparation develops the learning framework.

Story Sprout is developed and used in nonprofit educational settings. Because it serves children under
13, its privacy design was informed by the COPPA law (16 C.ER. pt. 312, as amended 2025). This is
not a claim of exemption from or compliance with that law. The paper reports aggregate participation
counts and practice observations only. It includes no identifiable child information, child-authored
work, or individual-level session data.
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the paper’s
contributions and scope?

Answer: [Yes]

Justification: The abstract and Section 1 state the contributions. Section 5 marks the deployment
observations as practice notes rather than measurements, and Section 6 reserves evaluation of the
learning goals for a planned study.

Guidelines:

¢ The answer [N/A] means that the abstract and introduction do not include the claims made in the
paper.

» The abstract and/or introduction should clearly state the claims made, including the contributions
made in the paper and important assumptions and limitations. A [No] or [N/A] answer to this
question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how much the
results can be expected to generalize to other settings.

« Itis fine to include aspirational goals as motivation as long as it is clear that these goals are not
attained by the paper.

. Limitations

Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: Section 6 discusses limitations. Sections 4.1 and 4.2 report the evaluations’ failure cases
directly, including the safeguard’s measured miss rate.

Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer [No] means that the
paper has limitations, but those are not discussed in the paper.

» The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to violations of
these assumptions (e.g., independence assumptions, noiseless settings, model well-specification,
asymptotic approximations only holding locally). The authors should reflect on how these
assumptions might be violated in practice and what the implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was only tested
on a few datasets or with a few runs. In general, empirical results often depend on implicit
assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach. For
example, a facial recognition algorithm may perform poorly when image resolution is low or
images are taken in low lighting. Or a speech-to-text system might not be used reliably to provide
closed captions for online lectures because it fails to handle technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms and how
they scale with dataset size.

« If applicable, the authors should discuss possible limitations of their approach to address problems
of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by reviewers
as grounds for rejection, a worse outcome might be that reviewers discover limitations that
aren’t acknowledged in the paper. The authors should use their best judgment and recognize
that individual actions in favor of transparency play an important role in developing norms that
preserve the integrity of the community. Reviewers will be specifically instructed to not penalize
honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and a complete
(and correct) proof?

Answer: [N/A]
Justification: The paper contains no theoretical results.
Guidelines:

* The answer [N/A] means that the paper does not include theoretical results.



360
361

362
363
364

365
366

367

368

369
370
371

372

373
374
375

377

378

379
380
381

382
383

384
385
386
387
388
389
390
391

392
393
394
395
396
397
398
399

401
402
403

404

405
406

407

408
409
410
411
412

413

414

415
416

 All the theorems, formulas, and proofs in the paper should be numbered and cross-referenced.
» All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if they appear in
the supplemental material, the authors are encouraged to provide a short proof sketch to provide
intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented by
formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main experimental
results of the paper to the extent that it affects the main claims and/or conclusions of the paper
(regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: Section 4 describes both evaluations: the scribe-contract evaluation (development suite,
frozen contract hash, held-out sequences, run counts, scoring) and the content-safeguard evaluation (de-
scription sets, run design, scoring). Harnesses, run configurations, and per-case judgments accompany
the code repository (Section 1).

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* If the paper includes experiments, a [No] answer to this question will not be perceived well by
the reviewers: Making the paper reproducible is important, regardless of whether the code and
data are provided or not.

« If the contribution is a dataset and/or model, the authors should describe the steps taken to make
their results reproducible or verifiable.

¢ Depending on the contribution, reproducibility can be accomplished in various ways. For
example, if the contribution is a novel architecture, describing the architecture fully might suffice,
or if the contribution is a specific model and empirical evaluation, it may be necessary to either
make it possible for others to replicate the model with the same dataset, or provide access to
the model. In general. releasing code and data is often one good way to accomplish this, but
reproducibility can also be provided via detailed instructions for how to replicate the results,
access to a hosted model (e.g., in the case of a large language model), releasing of a model
checkpoint, or other means that are appropriate to the research performed.

* While NeurIPS does not require releasing code, the conference does require all submissions
to provide some reasonable avenue for reproducibility, which may depend on the nature of the
contribution. For example (a) If the contribution is primarily a new algorithm, the paper should
make it clear how to reproduce that algorithm. (b) If the contribution is primarily a new model
architecture, the paper should describe the architecture clearly and fully. (c) If the contribution
is a new model (e.g., a large language model), then there should either be a way to access this
model for reproducing the results or a way to reproduce the model (e.g., with an open-source
dataset or instructions for how to construct the dataset). (d) We recognize that reproducibility
may be tricky in some cases, in which case authors are welcome to describe the particular way
they provide for reproducibility. In the case of closed-source models, it may be that access to
the model is limited in some way (e.g., to registered users), but it should be possible for other
researchers to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instructions to
faithfully reproduce the main experimental results, as described in supplemental material?

Answer: [Yes]

Justification: Both evaluations’ inputs, the frozen contract hash, scoring code, and per-run records
are public with the code (Section 1), including the exact rescore command. Scoring reproduces
offline from released records; fresh generation runs require the third-party hosted models named in
Section 3.2. A small number of flagged images are released as evaluation evidence. No child data or
human-subjects data exist (Section 5).

Guidelines:

¢ The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/ pub-
lic/guides/CodeSubmissionPolicy) for more details.
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* While we encourage the release of code and data, we understand that this might not be possible,
so [No] is an acceptable answer. Papers cannot be rejected simply for not including code, unless
this is central to the contribution (e.g., for a new open-source benchmark).

* The instructions should contain the exact command and environment needed to run to repro-
duce the results. See the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how to access
the raw data, preprocessed data, intermediate data, and generated data, etc.

» The authors should provide scripts to reproduce all experimental results for the new proposed
method and baselines. If only a subset of experiments are reproducible, they should state which
ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized versions (if

applicable).

Providing as much information as possible in supplemental material (appended to the paper) is

recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperparameters,
how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: Section 4 states the suite construction, run counts, and frozen contract hash for the
scribe evaluation, and the description sets (keep, block, boundary) and run design for the safeguard
evaluation. Full configurations (models, request parameters, item sets, scoring rules, scorer errata) are
recorded in the released evaluation materials (Section 1).

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

» The experimental setting should be presented in the core of the paper to a level of detail that is
necessary to appreciate the results and make sense of them.

 The full details can be provided either with the code, in appendix, or as supplemental material.

. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate informa-
tion about the statistical significance of the experiments?

Answer: [N/A]

Justification: The evaluations report exact counts over fixed, adjudicated item sets; no statistical
estimation is performed.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [ Yes] if the results are accompanied by error bars, confidence intervals,
or statistical significance tests, at least for the experiments that support the main claims of the
paper.

 The factors of variability that the error bars are capturing should be clearly stated (for example,
train/test split, initialization, random drawing of some parameter, or overall run with given
experimental conditions).

* The method for calculating the error bars should be explained (closed form formula, call to a
library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

* It should be clear whether the error bar is the standard deviation or the standard error of the
mean.

* Itis OK to report 1-sigma error bars, but one should state it. The authors should preferably report
a 2-sigma error bar than state that they have a 96% ClI, if the hypothesis of Normality of errors is
not verified.

* For asymmetric distributions, the authors should be careful not to show in tables or figures
symmetric error bars that would yield results that are out of range (e.g., negative error rates).

* If error bars are reported in tables or plots, the authors should explain in the text how they were
calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the computer
resources (type of compute workers, memory, time of execution) needed to reproduce the experiments?
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10.

Answer: [Yes]

Justification: All experiments are evaluations against the hosted model APIs named in Section 3.2; no
model training or fine-tuning was performed, and no GPU or other specialized hardware is required.
The scribe-contract evaluation (Section 4.1) is a 200-turn development suite plus three held-out
runs over 60 new sequences, totaling 906 chat exchanges and 720 composed prompts. The content-
safeguard evaluation (Section 4.2) is 480 image-route trials: 80 scripted descriptions, each run three
times with the safeguard and three times without it. Running the evaluations requires no specialized
compute beyond API access to those models.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster, or cloud
provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual experimental
runs as well as estimate the total compute.

¢ The paper should disclose whether the full research project required more compute than the
experiments reported in the paper (e.g., preliminary or failed experiments that didn’t make it into
the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the Neur[PS Code
of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: The research conforms to the Code of Ethics. Sections 3.3 and 6 describe the safety,
privacy, and data posture; no child data were collected for this research (Section 5).

Guidelines:

* The answer [N/A] means that the authors have not reviewed the NeurIPS Code of Ethics.

« If the authors answer [No], they should explain the special circumstances that require a deviation
from the Code of Ethics.

¢ The authors should make sure to preserve anonymity (e.g., if there is a special consideration due
to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative societal impacts
of the work performed?

Answer: [Yes]

Justification: Sections 2, 3.3, 4.2, and 6 discuss impacts: the failures of consumer tools that motivated
the design (Section 2), the layered safeguards and custody model (Section 3.3), the safeguard’s
measured failure modes (Section 4.2), and limitations and ethics (Section 6).

Guidelines:

* The answer [N/A] means that there is no societal impact of the work performed.

* If the authors answer [N/A] or [No], they should explain why their work has no societal impact
or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses (e.g.,
disinformation, generating fake profiles, surveillance), fairness considerations (e.g., deploy-
ment of technologies that could make decisions that unfairly impact specific groups), privacy
considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied to particular
applications, let alone deployments. However, if there is a direct path to any negative applications,
the authors should point it out. For example, it is legitimate to point out that an improvement in
the quality of generative models could be used to generate Deepfakes for disinformation. On the
other hand, it is not needed to point out that a generic algorithm for optimizing neural networks
could enable people to train models that generate Deepfakes faster.

¢ The authors should consider possible harms that could arise when the technology is being used
as intended and functioning correctly, harms that could arise when the technology is being used
as intended but gives incorrect results, and harms following from (intentional or unintentional)
misuse of the technology.

« If there are negative societal impacts, the authors could also discuss possible mitigation strategies
(e.g., gated release of models, providing defenses in addition to attacks, mechanisms for monitor-
ing misuse, mechanisms to monitor how a system learns from feedback over time, improving the
efficiency and accessibility of ML).
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11.

12.

14.

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible release of
data or models that have a high risk for misuse (e.g., pre-trained language models, image generators,
or scraped datasets)?

Answer: [N/A]

Justification: No model or dataset with high misuse risk is released. Section 3.3 describes safeguards
applied to the deployed application. The released evaluation materials contain researcher-authored test
descriptions and judgments; a small number of flagged images are released as evaluation evidence.

Guidelines:

* The answer [N/A] means that the paper poses no such risks.

» Released models that have a high risk for misuse or dual-use should be released with necessary
safeguards to allow for controlled use of the model, for example by requiring that users adhere to
usage guidelines or restrictions to access the model or implementing safety filters.

» Datasets that have been scraped from the Internet could pose safety risks. The authors should
describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do not require
this, but we encourage authors to take this into account and make a best faith effort.
Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in the paper,
properly credited and are the license and terms of use explicitly mentioned and properly respected?

Answer: [Yes]

Justification: The provider-hosted chat and image models are identified in the paper (Sections 3.2 and
4) and accessed under the provider’s API terms (Section 3.3); no model weights or third-party datasets
are redistributed.

Guidelines:

« The answer [N/A] means that the paper does not use existing assets.

¢ The authors should cite the original paper that produced the code package or dataset.

¢ The authors should state which version of the asset is used and, if possible, include a URL.

¢ The name of the license (e.g., CC-BY 4.0) should be included for each asset.

» For scraped data from a particular source (e.g., website), the copyright and terms of service of
that source should be provided.

« If assets are released, the license, copyright information, and terms of use in the package should
be provided. For popular datasets, paperswithcode.com/datasets has curated licenses for some
datasets. Their licensing guide can help determine the license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of the derived
asset (if it has changed) should be provided.

« If this information is not available online, the authors are encouraged to reach out to the asset’s
creators.

. New assets

Question: Are new assets introduced in the paper well documented and is the documentation provided
alongside the assets?

Answer: [Yes]

Justification: The platform’s code and the evaluation materials are publicly released at the repository
linked in Section 1, with README documentation. The architecture and interaction rules are
documented in Sections 2 and 3, and the evaluation instruments in Section 4.

Guidelines:

* The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their sub-
missions via structured templates. This includes details about training, license, limitations,
etc.

* The paper should discuss whether and how consent was obtained from people whose asset is
used.

¢ At submission time, remember to anonymize your assets (if applicable). You can either create an
anonymized URL or include an anonymized zip file.

Crowdsourcing and research with human subjects
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15.

16.

Question: For crowdsourcing experiments and research with human subjects, does the paper include
the full text of instructions given to participants and screenshots, if applicable, as well as details about
compensation (if any)?

Answer: [N/A]

Justification: No systematic observations, recordings, interviews, interaction logs, child artifacts, or
individual-level measures were collected for research. The paper reports aggregate program context
and unsystematic facilitator recollections from educational delivery (Section 5). The planned research
study will undergo the appropriate ethics review before data collection (Section 6).

Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research with human
subjects.

¢ Including this information in the supplemental material is fine, but if the main contribution of the
paper involves human subjects, then as much detail as possible should be included in the main
paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation, or other
labor should be paid at least the minimum wage in the country of the data collector.

Institutional review board (IRB) approvals or equivalent for research with human subjects

Question: Does the paper describe potential risks incurred by study participants, whether such
risks were disclosed to the subjects, and whether Institutional Review Board (IRB) approvals (or an
equivalent approval/review based on the requirements of your country or institution) were obtained?

Answer: [N/A]

Justification: No human-subjects research was conducted for this paper (see the previous question);
the planned study (Section 6) will undergo IRB or equivalent review before any data collection.

Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research with human
subjects.

* Depending on the country in which research is conducted, IRB approval (or equivalent) may be
required for any human subjects research. If you obtained IRB approval, you should clearly state
this in the paper.

* We recognize that the procedures for this may vary significantly between institutions and
locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the guidelines for
their institution.

* For initial submissions, do not include any information that would break anonymity (if applica-
ble), such as the institution conducting the review.

Declaration of LLM usage

Question: Does the paper describe the usage of LLMs if it is an important, original, or non-standard
component of the core methods in this research? Note that if the LLM is used only for writing, editing,
or formatting purposes and does not impact the core methodology, scientific rigor, or originality of the
research, declaration is not required.

Answer: [Yes]

Justification: Provider-hosted chat and image models are core components of the system this paper
presents; their roles, the scribe contract, interaction rules, and probabilistic limits are described in
Sections 2—4. LLM agents, including Claude Code, were used for building and testing the platform;
evaluation instruments, configurations, and per-case judgments are released (Section 1), and the
authors take full responsibility for all content and all final adjudication decisions.

Guidelines:

* The answer [N/A] means that the core method development in this research does not involve
LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not be
described.
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